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Abstract 

Establishing fine-grained human behavior recognition is crucial in human-centric applications. Although 

modeling human behaviors and activity patterns for recognition or detection has attracted significant research 

interest recently, implementing fine-grained behavior detection remains challenging. Here, we propose a 

progressive region-focused network (PRF-Net), a unified framework that interrelates region detection and fine-

grained feature learning, implemented by two components working in tandem. To learn a good representation 

that contains more detailed information for better fine-grained recognition, we propose a progressive attention 

training strategy that learns discriminative region attention and fosters inherent complementary properties with 

different lead levels. The second principle is to make the model more specialized to the problem. We introduce 

a region-focused image generator to locate more discriminative local regions, providing a priori knowledge for 

the next layer. Experiments show that the developed model achieves state-of-the-art performance on two public 

action recognition benchmark datasets, with an accuracy of 89.57%–94.50% for PPMI-24 and 60.20%–63.36% 

for DAR-4. Notably, our approach surpasses some models by using auxiliary information and providing another 

avenue for practical applications. This remarkable learning ability makes the proposed method readily 

applicable to fine-grained human behavior recognition, making it valuable for human-centric applications, such 

as surveillance analysis and human-computer interactions. 
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1. Introduction 

Action recognition in still images [1] detects and classifies a person's behavior based on a single image, 

driving interest in human-centric applications, such as surveillance analysis and human-computer 

interactions. Recent advances in deep learning [2] have facilitated human behavior recognition and 

success in learning difficult recognition tasks. However, action recognition in still images remains 

challenging due to the highly variable appearance, cluttered background, and lack of spatiotemporal 

details. 
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Early approaches [3, 4] commonly use contextual information within a region enclosing the focal 

person. Thus, pre-annotated bounding boxes are essential because pre-annotated boundaries are crucial 

to identifying regions of interest. In addition, the recognition accuracy can be further improved by 

combining region-based approaches and convolutional neural network (CNN). That said, manual 

annotations are difficult to obtain and often error-prone, leading to performance degradation. Weakly 

supervised frameworks have consequently captured greater attention, and some excellent solutions have 

been devised in recent research. The authors of [5–9] used detection models instead of manual annotations 

as auxiliary information, e.g., detectors for the human body's critical points or body parts. Unfortunately, 

relying on detectors imposes limitations on the implementation of the model. For example, the model 

will have a tremendous negative impact when the detector deviates significantly from the expected 

values, with auxiliary information limitations causing some re-searchers to look elsewhere. Thus, more 

recent efforts [10–12] use information fusion to compensate for the lack of supporting information. 

 

 
(a) (b) (c) (d) 

Fig. 1. Traditional image recognition with distinct differentiation and fine-grained behavior  

recognition with subtle differentiation. (a) Generic image recognition consisting distinctive categories. 

(b) Fine-grained action of “playing” (top) versus “holding” violin by distinct people. (c) Fine-grained 

action of “drinking water (top) or not” by distinct people. (d) Same fine-grained action “with cello” 

involving different people. The interactions with musical instruments from PPMI-24 [13] datasets.  

The interactions with book and cup from DAR-4 [14] datasets. 

 

Most approaches adopt sample images with distinct image classes (Fig. 1(a)); however, their 

performance remains poor in distinguishing various fine-grained behaviors (Fig. 1(b)–1(d)), such as 

playing versus holding the violin [13, 14]. Typically, fine-grained behaviors are visually similar at a coarse 

glance. Therefore, subclass categories invariably have nearly the same global appearance, while intraclass 

image features have considerable differences. A recent study has shown that humans are easily attracted 

to an image's most prominent local areas, even without additional information. According to this attention 

representation, using the details of the local area can correctly identify them. Notably, region detection 

and fine-grained feature learning are interrelated. For example, Fig. 2 shows that the accurate localization 

of hands can promote the model to learn discriminative hand features, which further facilitates the act of 

pinpointing whether the person in the picture is playing the violin. Therefore, there is a need to develop 

methods that generate the fine-grained semantic parts at different levels with a progressive attention 

strategy and make models correctable for fine-grained human behavior recognition tasks. 

In this work, we address these issues by incorporating region-focused detection and fine-grained 

learning directly into the design of a model (Fig. 2). Specifically, we do not perform the pipeline in an 

end-to-end manner. Instead, we propose a progressive training strategy that will work on still images with 

full spatial details. This approach is a progressive region-focused network (PRF-Net), which does not 

require further auxiliary information to facilitate feature learning. Compared to other studies, the main 

difference in our work is that PRF-Net performs a multiscale region-focused attention strategy that can 

reveal fine-scale behavior variation without auxiliary information. With a progressive pipeline, these 

changes notably influence the performance in fine-grained behavior recognition. 
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Fig. 2. Overview of our framework consists of a progressive attention training network and several 

region-focused image generators. It runs in different training steps, and the parameters trained in the 

current stage are passed to the next training step for the initialization of its parameters. 

 

In practice, we developed a unified framework that inter-relates region detection and fine-grained 

feature learning. A major focus is a progressive attention training strategy that combines advanced 

training with self-attention for feature learning. In this strategy, different training steps are run, and the 

parameters trained in the current stage are passed to the next training step as initialization of its 

parameters. Extracted features are connected in the last step. However, the naive application of 

progressive training cannot be efficient. It is also necessary to consider how to transfer the task-relevant 

knowledge to the latter level. Therefore, another technological focus is a region-focused image generator 

as the carrier of knowledge that associates certain image regions with the target task. We start with the 

complete image and iteratively generate areas from coarse to fine. The major contributions of this article 

are summarized as follows: 

⚫ We propose a progressive attention training strategy that learns discriminative region attention and 

fosters inherent complementary properties with different levels of information, capable of efficiently 

mining the intrinsic structures and capturing human behaviors from a comprehensive view. 

⚫ We propose a region-focused image generator to locate a more discriminative local region, effectively 

provide prior knowledge for the next layer, and make the model more reliable.  

⚫ The proposed PRF-Net has no auxiliary information, and the comprehensive experimental results 

on the PPMI-24 and DAR-4 datasets show significant improvements over the state-of-the-art (SotA) 

approaches. 

The rest of the paper is organized as follows. In Section 2, previous studies in action recognition are 

briefly introduced, followed up by our proposed approach explained in Section 3. In Section 4, the 

implementations and experimental results are provided, and then the conclusions are presented in 

Section 5. 

 

2. Related Work  

2.1 Action Recognition in Still Images 

Despite human action recognition having experienced tremendous advances, action recognition in still 

images is challenging. Due to the lack of time-domain information, current approaches use spatial 

information for the feature representation of human behavior. For instance, human body poses [15], body 

parts [6], interactions between people and objects [16, 17], and the whole scene [18] are the most commonly 

used high-level cues in human action recognition. 
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Early approaches provide auxiliary information (e.g., bounding boxes, body key point annotations) 

during training and testing. Therefore, numerous datasets, e.g., Stanford 40 Actions [19] and PASCAL 

VOC 2012 Action [20], provide detailed manual annotation information. However, annotating bounding 

boxes is usually labor-intensive and time-consuming. As a result, people gradually turn their attention to 

weak supervision methods. The authors of [5] used detectors capturing human-object interactions instead 

of the additional input of manually created human bounding boxes. The authors of [6] proposed a 

behavioral recognition model incorporating global and local human feature information. They designed 

two types of human cue information, namely limb angle descriptors and part extractors. The vector of 

locally aggregated descriptors (VLAD) coding technique combines the depth features of regions in [8], 

which can identify local and global backgrounds in still images. However, these approaches have been 

limited by external assistance, such as location information of crucial points on the human body or body 

part detection models, which needs to be relied upon for implementation. To address this, the authors of 

[10] have developed a static image-based human activity recognition (HAR) model. They used transfer 

learning to train some well-known networks and then fine-tuned them accordingly. The authors of [11, 

21, 22] used integrated learning techniques to improve the overall accuracy of action classification by 

combining the predictions of multiple models. Furthermore, some methods have been proposed to 

combine color information to improve performance. For instance, the authors of [12] combined multiple 

CNN models and two-color spaces (RGB & oRGB), while Khan et al. [23] incorporated color and shape 

information in the later stages of model training. The authors of [24] proposed a new spatial-temporal 

convolutional neural network (STCNN). They introduced a novel image representation domain 

(Rank_SM-POF) to capture both the actor’s appearance and future movement patterns. Other methods in 

the past have typically been applied with structures and sensors. The authors of [25] proposed a human 

parsing network to make the model capture the compositional relationships in the human body structure. 

In addition, several works [26, 27] have investigated HAR using smartphone sensors, combining ambient 

intelligence and machine learning to provide a variety of services, such as healthcare and monitoring of 

daily activities.  

In summary, existing human action recognition technologies based on end-to-end trainable frameworks 

do not have fine-grained recognition capability. They require the behaviors to be precisely differentiable, 

which is inherently challenging for events in real-world scenarios. Although these approaches have made 

remarkable progress, fine-grained behavior analyses remain severely constrained with still images. In 

contrast, we emphasized identifying more fine-grained differentiated regions to improve the performance 

of static image-based human action recognition. 

 

2.2 Progressive Strategy and Attention Mechanism 

The progressive strategy and attention mechanism are two important use cases of our approach. A 

progressive training strategy [28] allows for understanding the picture distribution's large-scale structure 

before shifting the focus to progressively finer-scale features, rather than learning information directly 

from all scales. This is important because our approach can exploit a progressive training strategy to gain 

full spatial details. In the attention mechanism, the goal is to learn relevant features for the specific task.  

In a progressive strategy, the authors of [29] proposed the Laplacian pyramid super-resolution network 

(LapSRN), which is used to progressively reconstruct the sub-band residuals of high-resolution images. 

The authors of [30] provided a progressive discriminator along with a progressive training strategy in 

which the network up-samples an image in intermediate steps, while the learning process is organized 

differentially from easy to hard, as is done in curriculum learning. The authors of [31] used a progressive 

training strategy with a random puzzle generator to encourage the network to learn complementary 

features at different granularities. Compared to these efforts, we focus on interrelating region detection 

and fine-grained feature learning, using the idea of progressive networks. For example, facing the task of 

distinguishing similar images, humans are still easily attracted to the most salient local regions and 

correctly classified.  
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The attention mechanism has demonstrated its superior performance in machine translation, object 

detection [32], image captioning [33], interaction recognition [34], and other tasks [35]. Recently, visual 

attention-based deep models have been developed for action recognition from still images. An attention 

network is presented in [36] with scene-level and region-level contextual cues and a target person's 

bounding box. The authors of [7] proposed a behavior recognition method based on body parts and 

attention mechanisms. The authors of [37] were inspired by the self-attentive mechanism model, and 

proposed a novel human-object interaction module. This module computes the human-object interaction 

based on spatial as well as appearance features of humans and objects, which significantly enhances the 

behavioral discrimination of the model. The authors of [38] provided an attention-focused spatial pyramid 

pooling network (AttSPP-net) free from bounding boxes by jointly integrating the soft attention 

mechanism and spatial pyramid pooling (SPP) into a CNN. 

This work introduces the attention mechanism to make the model learn more relevant features for the 

specific task. However, it inevitably leads to an increase in the model parametric number. Thus, we design 

the serialization module, enabling the attention module to capture information at a lower cost. 

 

3. Methodology 

To identify human behaviors in still images, it is desired to accurately (1) localize and recognize human 

actions and (2) predict the action classes. Central to our approach is a modular design network called the 

PRF-Net, which can be gradually localized to discriminable part features through progressive learning 

without introducing auxiliary information. 

Here, we considered the following problem (Fig. 3). The training procedure of progressive training, in 

which each iteration consists of Q(S+1) steps. Specifically, we set S = 3 for the explanation. The training 

data are enhanced by the region-focused image generator (Rfg) at every iteration and fed into the network. 

At each step, the output of the appropriate classifier is used for loss calculation and parameter optimization. 

The serialization module (SL_mod) is designed to reduce the number of parameters and enables the 

attention module (Att_mod) to capture global information at a lower cost. The circled numbers correspond 

to the four images as training data at different steps, and the gray rectangle represents frozen stages. 

Moreover, fc represents the fully connected stage. 
 

 

Fig. 3. Overview of the proposed architecture: (a) input images, (b) progressive attention training 

strategy, (c) mixture of attention-weighted, and (d) region-focused image generator (Rfg). 
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3.1 Progressive Attention Training Strategy 

We introduce a progressive training strategy where low stages are first trained, and new training stages 

are added. Moreover, at the end of each training step, the parameters trained in the current step are passed 

to the next training step to initialize its parameters. 

Our network is designed to be generic and could be implemented over any state-of-the-art backbone 

feature extractor, such as ResNet. By setting the backbone feature extractor to have N stages, and only 

considering the last S stages, we derive 𝑙 ∈ {𝑁 − 𝑆 + 1, … , 𝑁 − 1, 𝑁}. The output feature map from the 

𝑙-th step is denoted as 𝑋𝑙 ∈ 𝑅(𝐶𝑙,𝐻𝑙,𝑊𝑙), where 𝐶𝑙 ,  𝐻𝑙 , 𝑊𝑙  refers to the feature map's height, width, and 

channel numbers, respectively. Here, we aim to cultivate the inherent complementary properties between 

shallow and deep information. Moreover, inspired by the attention model [35], we apply a vector 

representation 𝑎𝑡𝑡𝑙 = 𝐺𝑎𝑡𝑡
𝑙 (𝑋𝑙), where 𝐺𝑎𝑡𝑡

𝑙  is the serialization attention mechanism. The serialization 

module (SL_mod) is designed to reduce the number of parameters and enables the attention module 

(Att_mod) to capture global information at a lower cost. This is followed by an additional classification 

module 𝑦𝑙 = 𝐹𝑐𝑙𝑎𝑠𝑠
𝑙 (𝑎𝑡𝑡𝑙), where 𝐹𝑐𝑙𝑎𝑠𝑠

𝑙  represents the fc stage. 

For the training of the output features with each step, we adopt cross-entropy ℒ𝐶𝐸 between the ground 

truth label 𝑦 and the prediction probability distribution to optimize the model. Then, we utilize the cross-

entropy loss, which is mathematically shown below: 
 

ℒ𝐶𝐸(𝑦𝑙 , 𝑦) = −∑𝑖=1
𝑚  𝑦𝑖 × 𝑙𝑜𝑔 (𝑦i

𝑙), (1) 
 

where m is the category. Note that at each iteration, we only train one stage's output at each step. All 

parameters utilized in the current prediction will be optimized, thus enabling each step to work together. 

 

3.2 Mixture of Weighted Attention 

In general, to improve the performance of fine-grained human behavior recognition, we concatenate 

the outputs of the last multiple stages, which is mathematically denoted as: 
 

𝑋𝑐𝑜𝑛𝑐𝑎𝑡
𝑛𝑜𝑟𝑚 = 𝑐𝑜𝑛𝑐𝑎𝑡[𝑎𝑡𝑡1, 𝑎𝑡𝑡2, . . . , 𝑎𝑡𝑡  𝑛]. (2) 

 

However, we believe that simple concatenation cannot maximize the benefits. Thus, at the last step of 

each iteration, our model calculates bias values 𝑤𝑖𝑡[𝑖] based on the ability of each layer in the attention 

network to capture critical features, and we weight the information at the end for fusion, which is 

mathematically shown below: 
 

𝑤[𝑖] = (1 −
𝐿𝑖−𝑚𝑖𝑛(𝐿)

𝑚𝑎𝑥(𝐿)−𝑚𝑖𝑛(𝐿)
) +

∑𝑗=1
𝑆  𝐿𝑗

𝐿
, (3) 

𝑋concat = 𝑐𝑜𝑛𝑐𝑎𝑡[𝑤[𝑆 − 1] × 𝑎𝑡𝑡𝑆 , . . . , 𝑤[1] × 𝑎𝑡𝑡2, 𝑤[0] × 𝑎𝑡𝑡1], (4) 

 

where 𝑖 ∈ {0,1, … , 𝑆 − 1}, 𝐿𝑖 denotes the loss value after the i-th step of progressive network training, 

𝐿 = [𝐿1, . . . , 𝐿2, 𝐿𝑆]. This is followed by a classification model 𝑦concat = 𝐹𝑐𝑙𝑎𝑠𝑠(𝑋concat). Then, we use the 

cross-entropy loss to optimize the model. The mathematical formula is denoted as: 
 

𝐿𝐶𝐸(𝑦concat, 𝑦) = −∑𝑖=1
𝑛  𝑦𝑖 × 𝑙𝑜𝑔 (𝑦concat

𝑖 ). (5) 

 

3.3 Region-Focused Image Generator 

Our pipeline provides a critical generator called a region-focused image generator, which extracts local 

regions and provides new training data for the progressive network. At every iteration, the training data 
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are enhanced by the image generator of the focused region, and fed into the network in turn (Fig. 4). In 

this way, the process of generating operates in two steps of attention to localization and region cropping 

and enlargement. 

 

 

Fig. 4. Example of the region-focused image generator. After gradually zooming in on the attended 

regions, we can observe clear and significant visual cues for classification. 

 

Attention to localization (ATL): Given the input images 𝑋𝛼 ∈ 𝑅(𝐶′,𝐻′,𝑊′), we first extract features by 

feeding the images into pre-trained convolutional layers to obtain feature maps 𝑋 ∈ 𝑅(𝐶,𝐻,𝑊). To squeeze 

the global spatial information into a channel descriptor, we use global average pooling to generate 

channel-wise statistics. Formally, a statistic 𝑠 ∈ 𝑅𝐶  is produced by shrinking 𝑋 = [𝑥1, 𝑥2, … , 𝑥𝐶] based 

on its spatial dimensions 𝐻 × 𝑊, where the c-th element of 𝑠 is derived, as mathematically shown below: 
 

𝑠𝑐 = 𝐹𝑠𝑞(𝑥𝑐) =
1

𝐻×𝑊
∑𝑖=1

𝐻  ∑𝑗=1
𝑊  𝑥𝑐(𝑖, 𝑗). (6) 

 

We performed a second operation using the information aggregated in the squeeze operation. To limit 

model complications and aid generalization, we form a dimensionality-increasing layer that returns to the 

channel dimension of transform output 𝑋 followed by a ReLU [39]. The final output of the block 𝑋𝑓𝑖𝑛 is 

derived, as mathematically shown below: 
 

�̃�𝐶 = 𝐹scale (𝑥𝑐, 𝑠𝑐) = 𝑠𝑐𝑥𝑐, (7) 

𝑋𝑓𝑖𝑛 = 𝐹𝑟𝑒𝑙𝑢(�̃�) = 𝛿(�̃�), (8) 

 

where �̃� = [�̃�1, �̃�2, … , 𝑥𝐶] and 𝐹scale (𝑥𝑐, 𝑠𝑐) refer to channel-wise multiplication between the scalar 𝑠𝑐 

and the feature map 𝑢𝑐 ∈ 𝑅𝐻×𝑊  and δ refers to the ReLU function.  

Then, we can clearly locate index values 𝑖𝑑𝑚𝑎𝑥 = 𝑎𝑟𝑔𝑀𝑎𝑥(𝑋𝑓𝑖𝑛)  of the most significant points 

[𝑥𝑚𝑎𝑥 , 𝑦𝑚𝑎𝑥] in the feature map, which is mathematically denoted as: 
 

{
𝑥𝑚𝑎𝑥 = 𝑖𝑑𝑚𝑎𝑥/𝑤
𝑦𝑚𝑎𝑥 = 𝑖𝑑𝑚𝑎𝑥  𝑚𝑜𝑑 ℎ

, (9) 

 

where 𝑤, ℎ are the width and height of the feature map, respectively. 

 

Region cropping and enlargement (RCE): After that, we remap the coordinates [𝑥𝑚𝑎𝑥 , 𝑦𝑚𝑎𝑥] of the 

most discriminative point to the original images [𝑥, 𝑦], and then the points [𝑥, 𝑦] are used as the center 

point of the new image, which is mathematically denoted as: 
 

{
𝑥 = 𝑤′ ∗ 𝑥𝑚𝑎𝑥/𝑤

𝑦 = ℎ′ ∗ 𝑦𝑚𝑎𝑥/ℎ
, (10) 

 

where 𝑤′, ℎ′ are the width and height of the original picture, respectively. 

Then, we can utilize a threshold 𝜅 to calculate the bounding box for locating the significant region in 

the images, as mathematically shown below: 
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[𝑥_𝑙𝑒𝑓𝑡, 𝑥_𝑟𝑖𝑔ℎ𝑡, 𝑦_𝑡𝑜𝑝, 𝑦_𝑑𝑜𝑤𝑛] = 𝐹𝑖𝑚𝑔(𝑥, 𝑦, 𝜅), (11) 

𝑋′ = 𝑋[: , 𝑥_𝑙𝑒𝑓𝑡: 𝑥_𝑟𝑖𝑔ℎ𝑡, 𝑦_𝑡𝑜𝑝: 𝑦_𝑑𝑜𝑤𝑛]. (12) 

 

After the attended regions have been localized, we need to further enlarge the region 𝑋′ to ensure that 

each input stays the same size. Specifically, we use bilinear interpolation to recover the initial size of the 

image, which is mathematically denoted as: 
 

𝑋′′ = 𝑏𝑖𝑙𝑖𝑛𝑒𝑎𝑟(𝑋′). (13) 
 

All batches processed by the region-focused image generator share the same label Y. Finally, the 

obtained new images (𝑋′′, Y) are fed to the next step of the progressive network. 

 

3.4 Inference 

The inference is essential to model the serialization and attention modules. To reduce computational 

costs, we feed only the original images into the trained model and leave out the region-focused image 

generator (Fig. 5). 

 

 

Fig. 5.  Illustration of our inference modeling. In this stage, we only feed the picture to the last  

stage in the network. Since there is no weight value at this point, we directly fuse the feature  

maps after Att_mod. 

 

In addition, the first three steps can be removed, thus reducing the computational budget, which in turn 

has a negligible impact on the accuracy of our model: 
 

𝑋concat = 𝑐𝑜𝑛𝑐𝑎𝑡[𝑎𝑡𝑡𝑆 , . . . , 𝑎𝑡𝑡2, 𝑎𝑡𝑡1]. (14) 
 

This is followed by an additional classification module 𝑦concat = 𝐹𝑐𝑙𝑎𝑠𝑠
concat(𝑋concat), where 𝐹𝑐𝑙𝑎𝑠𝑠

concat represents 

the fully connected stage. We obtain the prediction probability distributions 𝑦concat. In this case, the final 

result 𝐶𝑖𝑛𝑓𝑒𝑟  is shown mathematically as: 

 

𝐶𝑖𝑛𝑓𝑒𝑟 = 𝑎𝑟𝑔𝑚𝑎𝑥 (𝑦concat). (15) 

 

4. Experiment and Results 

4.1 Datasets 

Multiple datasets of human action recognition have been proposed. However, most are too coarse to 

perform our task. For instance, playing and holding a violin in the PPMI dataset, the background and the 
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object can be used as a basis for discrimination, and the differences between the actions are very small. 

In contrast, when kicking a soccer ball and playing basketball in common datasets, the differences 

between the actions are large, and other bases exist. Therefore, we have performed experiments on the 

People Playing Musical Instruments (PPMI-24) [13] and Drinking and Reading (DAR-4) datasets [14] 

and presented a detailed overview (Table 1). The two datasets are both highly balanced, and the number 

of examples in each class is almost identical. In such a case, the weights are similar enough that they do 

not bias the model, avoiding misclassifications due to imbalances in the data. 

 

Table 1. Experimental datasets 

Dataset Classes number  Training Val Test 

DAR-4 4 3728 480 480 

PPMI-24 24 2400 - 2400 

There is no validation set in the PPMI-24 dataset. 

 

PPMI-24 is one of the benchmark datasets used for action recognition. There are two categories of 

activities in the dataset according to whether a person is playing (PPMI+) or holding an instrument 

(PPMI–). There are 24 interactive actions, including 4,800 photos, where 100 training and 100 test 

examples are supplied for each action (Fig. 6). 

 

 
Fig. 6. Some sample images from the PPMI-24 dataset. 

 

The DAR-4 dataset focuses on binary tasks of the form, given as drinking water (liquid in mouth) or 

not and reading (gaze toward text) or not. There are 2,164 images for drinking and 2,524 for reading with 

50% “yes” labels. The person who appears in each set of photos is unique in that set. For example, if a 

person is in the training set, they are in neither the validation nor the test set (Fig. 7). 
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Fig. 7. Some sample images from the DAR-4 dataset. 

 

4.2 Experimental Settings  

The effectiveness of the proposed approach is evaluated on various comparisons.  

Evaluation metrics: Following a standard protocol [13, 14] for the two datasets, we report the 

accuracy (Acc) and mean average precision (mAP) to evaluate the quantitative results. In addition, the 

precision-recall (P-R) curve and receiver operating characteristic (ROC) curve are used because they are 

suitable to evaluate the performance of fine-grained object detectors as the confidence is changed by 

plotting a curve for each object class. Furthermore, we propose some qualitative comparison results with 

visual comparison, and compare the parameter quantities and average inference speed of the models. 

Implementation details: All the experiments are implemented employing PyTorch 1.7 over NVIDIA 

GeForce RTX 3080 GPUs. We adopted ResNet-50 [40] pre-trained on ImageNet [41] as the backbone to 

construct our model during training, which indicates the total number of stages n = 5. We do not use 

auxiliary information in our experiments, and the category labels of the images are the only annotations 

used for training. In the training phase, we resize images to 260×260 and then randomly crop them to 

256×256 with random horizontal flipping. During testing, the input images are resized to 260×260 and 

randomly clipped to 256×256.  

With the stochastic gradient descent (SGD) optimizer, the learning rates are initialized as 0.002 and 

reduced by following the cosine annealing schedule during training. In addition, we train all the datasets 

for up to 100 epochs with a batch size of 32 and use a weight decay of 0.0005 and momentum of 0.9. 

 

4.3 Quantitative Results 

To evaluate the fine-grained recognition ability of our approach, we compare PRF-Net with state-of-

the-art baselines on two fine-grained human behavior recognition datasets (PPMI-24 and DAR-4). We 

used the standard metrics of accuracy and the mAP to evaluate the quantitative results and are presented 

as percentages (%). Since we are not using additional annotations, we mostly compare our results to the 

method without any auxiliary information. 

 

4.3.1 Comparisons with state-of-the-art on the PPMI-24 dataset 

Table 2 compares our approach with standard methods and uses auxiliary information (VLAD, R-

FCN), and the confusion matrix for the best ensemble is presented in Fig. 8. These results demonstrate 

that our method currently achieves the best accuracy on PPMI-24 datasets and remains on PPMI+ 

(PPMI–). Moreover, we evaluated statistical performance with the kappa score and p-value (accuracy > 

no information rate [NIR]): kappa = 0.89, and p < 0.01, further showing that a higher accuracy 

performance has no statistically significant association with categorical distribution on the PPMI-24. 

Standard methods: Our method further outperforms the best SotA [10] by 15.57%, achieving the best 

overall performance compared to other methods. Although Zhao et al. [42] achieved 92.90% for the 12-

class binary classification (1.6% lower than our results in the play instrument) using the generalized 

symmetric pair model (GSPM), the 24-class classification achieved only 51.70%. Additionally, our 

method significantly outperforms the color fusion model and deep ensemble learning based on the voting 

strategy (DELVS) model [11, 12], while the mAP value of our model also performs at least 3.58% better 

than the other models. 
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Using auxiliary information: The part detector-based VLAD [8] method attained 81.30% on PPMI-

24, while the R-FCN [5] achieved 83.40% based on action detection. However, our method did even 

better at 8.27% and 6.17% higher than VLAD and R-FCN, respectively, demonstrating our method's 

continuing outperformance over those methods with auxiliary information. 

 

Table 2. Comparison of different approaches on the PPMI-24 dataset (unit: %) 

Method Year Play instrument With instrument 
PPMI-24 

Accuracy mAP 

GSPM [42] 2017 92.90 89.30 51.70 - 

Color fusion [12] 2020 74.31 65.39 65.85 - 

DELVS [11] 2020 77.25 70.10 69.54 74.71 

TL HAR [10] 2021 85.03 74.28 74.00 89.64 

VLAD [8] 2017 - - 81.30 - 

R-FCN [5] 2019 - - 83.40 - 

Proposed 2022 94.50 92.03 89.57 93.22 

 

 
Fig. 8. Confusion matrix for the PRF-Net on the PPMI-24 dataset. Each row represents the ground  

truth label, while the column shows the label obtained by PRF-Net. 

 

4.3.2 Comparisons with state-of-the-art on the DAR-4 dataset 

Table 3 summarizes the performance of PRF-Net on the DAR-4 dataset, and the confusion matrix is 

shown in Fig. 9. In addition, we evaluated statistical performance with the kappa score and p-value 

(accuracy > NIR): kappa= 0.50 and p < 0.01, showing that the accuracy performance has no statistically 

significant association with categorical distribution on the DAR-4 dataset. 

Our PRF-Net achieved 60.20% on the DAR-4 dataset. It is significantly higher than all the SotA 

approaches shown in Table 3. The accuracy of our PRF-Net outperforms the best SotA [10] by 1.33% on 

the DAR-4 dataset. Detectron V1 and Detectron V2 achieved 56.29% and 53.08% accuracies, respectively, 

or at least 3.91% lower than ours [14]. They applied algorithms to impose the definition of each action 

to detect the corresponding elements and their interactions. Our method outperforms DELVS [11] by a 
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significant margin. These results also demonstrate that our model performs well on binary classification 

tasks (drinking and reading). In addition, the mAP value of our model also performs at least 1% better 

than the other models. 

 

Table 3. Comparison of different approaches on the DAR-4 dataset (unit: %) 

Method Year Drinking Reading 
DAR-4 

Accuracy mAP 

Detectron V1 [14] 2020 52.90 62.80 56.29 - 

Detectron V2 [14] 2020 57.30 56.10 53.08 - 

DELVS [11] 2020 57.44 58.63 54.01 54.65 

TL HAR [10] 2021 59.77 60.95 58.87 61.25 

Proposed 2022 63.36 64.08 60.20 62.46 

 

 
Fig. 9. Confusion matrix for PRF-Net on the DAR-4 dataset. Each row represents the ground truth 

label, while the column shows the label obtained by PRF-Net. 

 

4.4 Quantitative Results 

In addition to the traditional quantitative evaluation, we propose a visual comparison to demonstrate 

the qualitative results to explore whether our approach is more explicit about objectives. Fig. 10 depicts 

some qualitative comparison results on the PPMI dataset. We observe that our approach outputs more 

accurate parsing results than other competitors [10, 11]. Compared to the fine-grained level, our model 

performs better for some subtleties, such as the hand of the character holding the violin in Fig. 10(b), 

which our model can capture fully. Moreover, our model eliminates the interference from the background. 

 

 
 (a) (b)  

Fig. 10. Visual comparison of the PPMI dataset: (a) play recorder and (b) play violin. Our model 

produces more accurate predictions with other methods [10, 11]. 



Human-centric Computing and Information Sciences                                                                                                                          Page 13 / 18 

 

 

4.5 Performance Evaluation 

To address the limits in accuracy metrics, we further evaluated our model based on the P-R curve and 

ROC curve, as shown in Sections 4.5.1 and 4.5.2, with both curves outperforming the other models. 

 

4.5.1 P-R curves 

The proposed method's P-R curve is shown in Fig. 11. In Fig. 11(a), our method's average precision 

(AP) values outperform other methods in all categories. In Fig. 11(b), the P-R curves of our model and 

the TL HAR method intersect, and we further compute the F1-score to demonstrate how our model 

outperforms, based on the F1-score of our model (0.60) and F1-score of the TL HAR model (0.58). This 

shows an improvement in the DAR-4 dataset compared to other methods. 

 

  

(a) (b) 

Fig. 11. Precision-recall curves analysis: (a) PPMI dataset and (b) DAR-4 dataset. The green curve 

indicates the result based on the TL HAR method [10], the orange curve indicates the result based on 

the DELVS method [11], and the blue indicates the result of our method. 

 

 

  
(a) (b) 

Fig. 12. Receiver operating characteristic curve analysis: (a) PPMI dataset and (b) DAR-4 dataset.  

The orange curve indicates the result based on the TL HAR method [10], the green curve indicates 

the result based on the DELVS method [11], and the blue indicates the result of our method. 
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4.5.2 ROC curves 

We further investigated the performance by measuring its ROC curves. The area value (i.e., area under 

the ROC curve [AUC]) in the lower right corner of Fig. 12 represents the AUC, which can be used as a 

value to visually evaluate the performance of the classifier. Fig. 12 demonstrates how our model outperforms 

as opposed to other models with both datasets. 

 

4.6 Runtime Comparison 

In real-world applications, we should minimize the model parameters and running time. Table 4 depicts 

the model parameters and average inference speed of various methods averaged over two datasets. In this 

case, three state-of-the-art methods, DELVS [11], Detectron V1 [14], and TL HAR [10] were selected 

for the purpose of comparison and keeping all hardware environments consistent. The experimental 

results show that the average inference speed of our PRF-Net is only 5.6 ms, which is an approximate 8× 

speedup compared to the method of [11, 14] and nearly three times less than that of [10]. 

 

Table 4. Comparison of different approaches on model parameters and average inference speed 

Method Year Parameter (Mb) Runtime (ms) 

DELVS [11] 2020 318.0 42.2 

Detectron V1 [14] 2020 282.0 40.5 

TL HAR [10] 2021 233.6 16.7 

Proposed 2022 198.4 5.6 

 

4.7 Ablation Study 

To demonstrate how each component in our parsers contributes to the performance, we also conducted 

a comprehensive ablation study on the PPMI-24 and DAR-4 datasets to analyze the contributions of 

different components in the proposed framework PRF-Net. The training parameters and evaluation 

procedures are the same as those described in Section 4.2. Table 5 shows that our components are critical 

in improving performance, specifically self-attention and progressive training. For example, the ResNet-

50 baseline provided an accuracy of 75.33% on the PPMI-24 dataset, which subsequently improved to 

86.21%. Next, adding the region-focused image generator improves the accuracy to as much as 88.03%. 

Finally, the mixture of attention weights in the last step improves the accuracy to 89.57%. 

 

Table 5. Accuracy (%) of PRF-Net with the addition of main components 

Components PPMI-24 classes DAR-4 classes 

Base ResNet-50 75.33 53.95 

+Progressive attention training 86.21 57.43 

+Region-focused image generator 88.03 59.54 

+Mixture of attention-weighted 89.57 60.20 

 

4.8 Failure Analysis 

To provide deeper insight into our methods, we present two representative failure cases. As shown in 

Fig. 13, all the models face difficulties in scenarios where the action or action-related objects are 

obscured. 

These results indicate the limitation of focusing on segmenting the fine-grained semantic parts of the 

human body. Our method assumes that the goal is reachable where the human body produces the action, 

it still requires a deeper semantic understanding of each entity instance. 
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4.9 Discussion 

Our research has studied progressive learning and multiscale attention capabilities, drawing inspiration 

from human cognitive mechanisms when designing the learning and recognition architecture. 

Experiments suggest that our approach promotes fine-grained feature learning without any auxiliary 

information. In addition, task-oriented optimization also boosts performance and exhibits great potential 

to train fine-grained classifiers in deep neural networks. Collectively, we found that the performance of 

a region-focused image generator with a progressive attention strategy is enhanced during tasks compared 

to passive experience, and that fine-grained semantic parts are an avenue to explore. Alternatively, our 

approach may produce inferior results for fine-grained human behavior recognition at microscopic scales. 

In addition, the failure analysis highlights some interesting directions for future efforts. 

 

 
 (a) (b)  

Fig. 13. Visualizations of typical failure cases on the PPMI test set: (a) play cello and (b) play erhu. 

 

5. Conclusion 

In this work, we propose a PRF-Net strategy for fine-grained human behavior recognition. This 

mechanism is a unified framework that interrelates region detection and fine-grained feature learning, 

implemented by two components working in tandem. (1) A progressive attention training strategy learns 

discriminative region attention and fosters inherent complementary properties between different 

information. (2) A region-focused image generator to locate a more discriminative local region. The 

proposed framework is trained without using auxiliary information other than category labels. We 

obtained outstanding accuracy that outperforms the state-of-the-art in all accuracy measures. It is worth 

mentioning that we even surpassed some models that use auxiliary information, providing another avenue 

for practical applications. As a learning-based approach, PRF-Net leverages computational complexity 

and shows the advantage of generating region-focused behaviors compared to traditional approaches. On 

the other hand, our approach provides the added benefit of allowing localization at an individual level, 

thus predicting which individuals perform particular actions. This is an advantage for future applications 

such as monitoring wild animals.  

With that said, our approach is limited by the size of available fine-grained behavior datasets, so future 

studies should demonstrate a new large-scale dataset for fine-grained human behavior recognition. 

Moreover, there are many avenues in which our proposed methods might be improved or extended. For 

instance, there is often a failure case when human actions occur at very small scales and in complex 

scenarios (refer to Section 4.8). In future work, it would be most interesting to fully use human-object 

interactions at the scene level, enabling more comprehensive action recognition. 
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