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Abstract
Global illumination can achieve photorealistic rendering of mobile virtual reality (VR), and can naturally
express shadows, caustics, and color bleeding, ultimately enhancing users’ sense of immersion and presence.
However, it has high computational complexity because it must simulate all rays to every position in two virtual
planes. In addition, the majority of mobile devices have low performance compared to desktops, which makes
it difficult to achieve real-time performance in global illumination. This study proposes novel algorithms to
realize global illumination for mobile-based VR. The proposed algorithms utilize points wherein many objects
are rendered twice from different camera positions, and most recent mobile devices have both a CPU with
heterogeneous cores and a GPU. The proposed algorithms help to increase CPU utilization from approximately
13% to 80%, rendering performance by 14.69%, and similarity with the ground-truth image by 39.06%, while
decreasing noise by 7.05% at the initial low-sampled status.
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1. Introduction
Over the last decade, virtual reality (VR) has been actively researched [1–3], and many applications
such as video games and education/therapy contents [4] have been developed based on the VR. However,
desktop-based VR applications have the disadvantage of requiring a high-performance desktop. Even
with such a device, VR applications need a head-mounted display (HMD) and long wires connected to a
desktop; this inevitably restricts both the user’s movements and the device’s portability.
Meanwhile, mobile devices have become commonplace throughout the world, and are now widely
used as a research platform [5, 6]. In addition to these widespread mobile devices, the performance of
hardware has evolved dramatically. For example, the performance of the mobile CPU has increased 14.12
times (Nexus 4: 1,568, Pixel 4 XL: 22,135, CPU Mark) and that of the mobile GPU 14.06 times (Nexus
4: 2,647, Pixel 4 XL: 54,280, 3D Graphics Mark) between 2012 and 2019 [7]. Additionally, the resolution
of the mobile display has increased 4.45 times (Nexus 4: 768×1280, Pixel 4 XL: 1440×3040), and that
of the mobile camera 2 times (Nexus 4: 8 Mpixels, Pixel 4 XL: 16 Mpixels) during the same period.
※ This is an Open Access article distributed under the terms of the Creative Commons Attribution Non-Commercial License (http://creativecommons.org/licenses/by-nc/3.0/), which permits its
unrestricted non-commercial use, distribution, and reproduction in any medium, provided that the original work is properly cited.
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With these performance improvements, immersive mobile-based HMDs, such as Cardboard,
Daydream, and Gear VR, have become available at affordable prices. Compared with desktop-based VR,
mobile-based VR offers the advantages of portability and freedom from wires, meaning that it can be
used anywhere if there is sufficient physical space. Therefore, more people can use mobile-based VR.
Nevertheless, users must attach a mobile device close to their eyes to use VR content, such as games,
simulations, or educational/medical contents; therefore, the quality of actual rendering is critical. If the
user sees poorly rendered results, their sense of immersion and presence will decrease considerably, and
their satisfaction with the VR content will decrease substantially.
Global illumination is a method of rendering that tracks the indirect light reflected by other virtual
objects in a 3D scene as well as the direct light emitted by light sources, so it satisfies the demand for
high-quality rendering; this in turn can greatly enhance the users' sense of immersion and presence. To
achieve global illumination, unbiased Monte Carlo path tracing [8] can be used. However, path tracing
is a time-consuming algorithm because all rays emanating from light sources and all reflected/refracted
rays must be traced in order to render a single scene. In particular, when the path tracing runs on mobile
devices, whose performance is limited and which have less memory compared to a desktop, it takes a
considerable amount of time to obtain only a single image with reasonable quality. Therefore, this study
proposes novel algorithms for a real-time path tracer with fewer noises for mobile VR, and verifies them
with experiments on real mobile devices.
The contributions of this paper can be summarized as follows. First, this paper proposes algorithms
that can increase the performance of path tracers for mobile-based VR with less noise. The suggested
algorithms helped to increase the rendering performance by 14.69%, and make the rendering quality more
similar to the ground-truth image by 39.06% at the initial sampling, while decreasing noise by 7.05%.
Second, this paper proposes a novel stereoscopic rendering algorithm for VR that considers reflection
and specular cases, which previous stereoscopic rendering techniques did not consider. Third, this paper
proposes algorithms that can fully utilize mobile CPU with heterogeneous cores and GPU
simultaneously. Using the proposed algorithms, CPU utilization was increased from approximately 13%
to 80%. Fourth, this paper proposes a method of probabilistic ray stopping and filtering based on the
user's gaze. Lastly, this study is the first to suggest the use of the path tracer for mobile virtual reality,
measure the rendering performance, and illustrate the quality with real mobile devices.
The remainder of this paper is organized as follows: Section 2 reviews related works to facilitate the
reader’s understanding of this study; Section 3 describes the suggested algorithms and the rationale
behind them; Section 4 describes the implementation of the proposed algorithms, their performance, and
the results of the rendering; and Section 5 presents the conclusion.

2. Related Works
This section describes prior works and the background to this paper.

2.1 Path Tracing
Global illumination can render a 3D scene with photorealistic quality. It tracks the light bouncing off
the surface of an object (direct light) and the light diffused, reflected, and refracted by other 3D objects
(indirect light) [8] emanating from light sources. The path tracing algorithm is an algorithm that can
realize global illumination with Monte Carlo integration, which is performed by casting random rays, in
the intersection case, on a diffuse object; and it is the most popular choice today due to its robustness and
efficiency.
Among the processes of path tracing, the intersection tests generate significant overheads because a
large number of intersections between rays and polygons should be repetitively tested. For the
acceleration of these overheads, hardware-based approaches [9, 10] or software-based approaches such
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as bounding volume hierarchy (BVH) [11] and K-dimensional (KD) tree [12] are widely used. Also,
general-purpose computing on graphics processing units (GPGPU) has been used to trace a huge number
of rays simultaneously. Through such efforts, path tracing can now be executed at a fast speed [13–16]
on a desktop. However, all of these methods have targeted desktops rather than mobile devices. As such,
this paper describes a path tracer that targets mobile devices and attempts to fully utilize a mobile CPU
with heterogeneous cores and a mobile GPU.

2.2 Heterogeneous CPU Cores
Many techniques have been developed to save energy on mobile devices, including the big.LITTLE
architecture [17, 18]; in this hardware architecture, the CPU has heterogeneous cores whose level of
performance varies. Low-performance (low-energy) cores run the operating system and applications with
a low amount of energy if the applications only require low performance, while high-performance (highenergy) cores run them in cases where they require high performance. This architecture differs from the
multi-cores that are widely used with desktops in that each core has a different performance. This
big.LITTLE architecture has been widely used with most mobile devices since its development in 2013.
Many types of research [19, 20] have been conducted to increase performance and reduce energy
consumption. In [19], the big.LITTLE architecture was used to improve the performance of many
applications that used the convolutional neural network (CNN). Wang et al. [19] reported that the
performance of CNN applications increased by approximately 20% by improving the throughput of
heterogeneous cores by 39%. The authors of [20] used the function multi-versioning (FMV) and the
compiler-based optimization for the big.LITTLE architecture, and verified that the performance of
TensorFlow Lite [21] increased by 11.2% and 17.9% on Cortex-A55 and Cortex-A75 on mobile devices,
respectively.
The algorithms proposed in this paper try to utilize this architecture for global illumination to the
maximum extent. Furthermore, they can run on all recent systems with multi/heterogeneous cores besides
the mobile-specific big.LITTLE architecture.

2.3 Foveated Rendering
In the human visual system, the eye has two different types of photoreceptors: cones and rods [22].
Cones and rods sense color and brightness, respectively. The cones are concentrated in the central area
of the retina, i.e., the fovea (approximately 5.2° around the central optical axis). The density of cones
exponentially decreases past the parafovea (approximately 5.2° to 9°) and perifovea (approximately 9°
to 17°). The density of rods is highest at the perifovea, and drops linearly in the remaining area. This
means that a human recognizes color at the fovea and light at the perifovea with the greatest sensitivity.
Outside these areas, the ability to sense color and light decreases exponentially and linearly. This means
that the highest quality is not necessarily needed in rendering all the time. Instead, a scene can be rendered
with lower quality while minimizing human awareness of it. This adaptive rendering based on the user’s
gaze is called foveated rendering [23].
To control the rendering quality based on the gaze position when using the ray/path tracing, many types
of research [24, 25] have been conducted because it could increase the rendering performance
significantly. The authors of [24] theoretically proved that at least 70% of rays could be omitted at the
path tracer on a recent VR device without humans being aware of it. In [25], fewer primary rays were
traced in the peripheral regions of vision, and the frame rate was twice as high without any noticeable
degradation of image quality for the users.
For the rendering performance, this paper uses the probabilistic ray stop scheme based on the Euclidian
distance from the gaze because it is practical as a mobile-based path tracer, and the non-uniform and the
sparse sampling techniques based on the tracked gaze position in [25] can strengthen the aliasing and
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flickering effects because the area for central vision has more samples and the area for peripheral vision
has fewer samples. To reduce the high variance caused by stopping the ray early, the proposed algorithms
remove noise if a ray stops early.

3. Algorithm Overview
This section describes the basic ideas and rationale behind the proposed algorithms.

3.1 Heterogeneous Cores within Mobile Devices
To increase the rendering performance through heterogeneous CPU cores within mobile devices, the
sequences were designed as illustrated in Fig. 1. As shown in Fig. 1, the algorithms try to run the path
tracing on all of the available CPU cores separately, while the GPU runs independently.
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Fig. 1. Overall sequences of each hardware component.
In Fig. 1, a red arrow shows the flow, and a box is a hardware component or a process that the hardware
performs. CPU core 1 initiates the GPU and periodically merges the results from the CPU and the GPU.
Other than CPU core 1, all other cores trace paths. The difference in the path tracing between the CPU
and the GPU is that the CPU cores independently process all pixels in the plane, but each core in the GPU
processes a single pixel in the plane because all of the mobile GPU cores have the same hardware
architecture, unlike the mobile CPU which uses the big.LITTLE architecture. If each CPU core
independently processes the path tracing of a single pixel, the fast CPU core should wait for the slow
CPU core to merge the results into a single buffer. To avoid this synchronization overhead, different
amounts of tasks were given to the CPU and the GPU.
More specifically, the roles of core 1 are to make path tracing run on the GPU periodically, check the
execution at the GPU and CPU, merge all colors from the CPU and GPU if the tracing finishes, and then
send the merged results to the GPU for the next sampling. The roles of other CPU cores are to run the
path tracing on all pixels in the plane repeatedly and to notify the results to core 1.
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Core 1 is designated to merge all of the results from the CPU and GPU because of the synchronization
problem. If cores 2 and 3 try to merge their results into a single buffer at the same time, two cores should
communicate to avoid the writing conflict. To avoid this synchronization problem, only core 1 merges
the results, whereas the other cores fill and notify. With these workload subdivisions, the suggested
algorithms try to maximize the CPU utilization as well as the GPU without any additional overhead.

3.2 Stereo Rendering with Spatial Reprojection
While shading the left and right planes, the proposed algorithms use the previously shaded colors from
the right and left planes. In other words, the results for the left and right planes are spatially re-projected
into the next right and left planes. These additional re-projections add more samplings, and these
additional sampled results affect the next plane cumulatively. As a result, the algorithms can produce
more converged results from these additional samplings even with the same sampling count as the
original path tracing.
The re-projection from the left plane to the right plane is shown in Fig. 2.

Intersection
Point (Pc)
Ps
Left Plane
Pl

Right Plane

Vrefl

Prefl

Pr
Pe

Left eye (Ple )

Right eye (Pre)

Fig. 2. Reprojection from the left plane to the right plane.
In Fig. 2, the proposed algorithm stores the intersected point 𝑃𝑐 and its resulting color and uses the
point and color when rendering the pixel 𝑃𝑟 in the right plane. To shade the color from the left plane to
the right plane, the algorithm must identify point 𝑃𝑟 in Fig. 2. Considering Fig. 2 in three dimensions and
assuming that n is the normal vector of the right plane, Equation (1) is satisfied.
(𝑃𝑠 − 𝑃𝑟 ) ∙ 𝑛 = 0

(1)

Furthermore, 𝑃𝑟 can be defined in parametric form with a vector, as shown in Equation (2) below.
𝑃𝑟 = 𝑃𝑐 + 𝑡(𝑃𝑟𝑒 − 𝑃𝑐 )

(2)

By combining Equations (1) and (2), Equation (3) can be obtained.
(𝑃𝑠 − 𝑃𝑐 − 𝑡(𝑃𝑟𝑒 − 𝑃𝑐 )) ∙ 𝑛 = 0
From Equation (3), t can be found by using Equation (4).

(3)
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(𝑃 −𝑃𝑐 )∙𝑛

𝑡 = (𝑃 𝑠

(4)

𝑟𝑒 −𝑃𝑐 )∙𝑛

Then, from Equations (2) and (4), Equation (5) can be used to find 𝑃𝑟 .
(𝑃 −𝑃𝑐 )∙𝑛

𝑃𝑟 = 𝑃𝑐 + (𝑃 𝑠

𝑟𝑒 −𝑃𝑐 )∙𝑛

(𝑃𝑟𝑒 − 𝑃𝑐 )

( )

Although the point 𝑃𝑟 can be found by using Equation (5), it may lie outside the plane, or other 3D
objects may block the ray to the right plane; therefore, point 𝑃𝑐 may be invisible at the right eye’s position
𝑃𝑟𝑒 . To test the visibility, the algorithm checks whether 𝑃𝑟 is within the plane and whether there are no
other obstacles between the ray and the right plane.
In Fig. 2, the color of 𝑃𝑙 can be reprojected to that of 𝑃𝑟 if the material property of 𝑃𝑐 is diffuse. When
the material has only a diffuse property, it reflects rays in every direction, but if the material has a
reflective property, it reflects in a fixed single direction. In this case, the algorithm does not create a ray
from 𝑃𝑐 to 𝑃𝑟𝑒 ; rather, it creates a ray from 𝑃𝑐 in the direction of vector 𝑉𝑟𝑒𝑓𝑙 ; The 𝑃𝑟𝑒𝑓𝑙 can be calculated
through Equation (6), which can be found with the same procedure as that used for Equation (5).
𝑃𝑟𝑒𝑓𝑙 = 𝑃𝑐 +

(𝑃𝑠 −𝑃𝑐 )∙𝑛
𝑉𝑟𝑒𝑓𝑙 ∙𝑛

𝑉𝑟𝑒𝑓𝑙

( )

Then, the algorithm checks whether 𝑃𝑟𝑒𝑓𝑙 lies outside a plane or whether other 3D objects are blocking
the ray. Although the idea of reprojection was suggested in [26], that paper did not handle the reflection
case.

3.3 Probabilistic Ray Stopping
As a method of utilizing the characteristics of the human visual system in which the ability to perceive
color and brightness decreases according to the distance from a gaze position [22], the probability of
stopping ray-bouncing was increased according to the distance from the gaze position. In this study’s
approach, the stopping probability of ray bounces increases linearly based on Equation (7) as a pixel
moves further away from the fovea.

𝑃𝑑 = 𝑐𝑙𝑎𝑚𝑝(

𝑑
𝑑𝑚𝑎𝑥

, 0, 𝑃𝑚𝑎𝑥 )

( )

where 𝑑𝑚𝑎𝑥 and 𝑑 represent the maximum distance from a gaze point within a plane and the actual
distance from a gaze point to the currently rendered position, respectively. 𝑃𝑑 is the probability that a ray
stops when it bounces. This probability increases linearly as the traced pixel moves further from the gaze
point. A maximum probability, 𝑃𝑚𝑎𝑥 , is used to avoid the problem of all rays being stopped, especially
at the border area. This probability-based stopping was used only after the depth threshold to avoid a case
in which an unexpected color could be rendered after a ray has been stopped at the initial stage while
tracing a ray.

3.4 Noise Removal for the Stopped Ray
Path tracing inherently generates noise due to variance until a pixel color converges to a fixed value
with reasonable quality; convergence is computationally expensive, and users can perceive noise
beforehand, which can decrease the immersive feeling so critical for VR. In addition, more rays stop
bouncing when a pixel is far from the gaze point based on Equation (7), which can produce a more
divergent result for the same period, especially at the outer layer of the fovea area. To mitigate this
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problem, an additional noise-removal algorithm can be applied when the ray stops early. However, when
a traced ray intersects with a triangle or a sphere that has a reflective or refractive property, noise should
not be removed because important caustic effects can also be removed by the filter. To avoid these effects,
the filter should be applied if the ray intersects with only the diffuse materials while being traced.

4. Algorithm Details and Results
Based on the overview of the algorithms presented in Section 3, Algorithms 1–5 are designed for the
mobile CPU and the GPU. The algorithms use the color, pixel, and reprojection buffers; the color buffer,
𝐵𝑐 , is used by each CPU core and the GPU to store the shaded results temporarily. The pixel buffer, 𝐵𝑝 ,
is used to store the result, and all the CPU cores and the GPU share the pixel buffer. The reprojection
buffer, 𝐵𝑟 , is used to send the calculated colors to another plane, and each CPU core, as well as the GPU,
has a reprojection buffer.

4.1 Algorithms in Detail
Algorithm 1 merges the reprojection buffers that are produced by the previous execution at the CPU
and the GPU.
At line 1, Algorithm 1 waits for a signal from Algorithm 4. Algorithm 1 reads the re-projection buffer,
𝑔
𝐵𝑟 , from the GPU and merges it into a single color buffer, 𝐵𝑐𝑚 , at lines 2 and 3. The algorithm checks
𝑐
whether each CPU core, 𝑐𝑖 , also finishes filling the reprojection buffer 𝐵𝑟 𝑖 through Algorithm 2, and then
𝑐𝑖
merges 𝐵𝑟 into 𝐵𝑐𝑚 at lines 4 to 8.
Algorithm 1. CP -side algorithm that merges the re-projection buffers
Input: Reprojection buffers, 𝐵𝑟 , by CP / P .
Output: A single color buffer, 𝐵𝑐𝑚 , that integrates all of the re-projection buffers
1: Wait for the event to be signaled by Algorithm 4
𝑔
2: Read 𝐵𝑟 produced by Algorithm 4
𝑔
3: Merge 𝐵𝑟 into 𝐵𝑐𝑚
4: for 𝑐𝑖 ∈all cores in the CP do
𝑐

: if 𝑐𝑖 finishes filling 𝐵𝑐 𝑖 then
𝑐
:
Merge 𝐵𝑟 𝑖 into 𝐵𝑐𝑚
: end if
8: end for

The CPU-side path tracing is described in Algorithm 2 executed by the other high/low-performance
cores except the main core, which should run Algorithm 3. Algorithm 2 calls Algorithm 3 at every pixel
in the plane.
Algorithm 2. CPU-side algorithm that performs the path tracing
Input: 3D objects, camera/gaze position, depth threshold, 𝑇𝑑
𝑐
𝑐
Output: Color buffer, 𝐵𝑐 𝑖 , for the current plane and re-projection buffers, 𝐵𝑟 𝑖 , for the next plane
1: for 𝑃𝑙 ∈all pixels in the current plane do
𝑐

𝑐

2: Call Algorithm 3 with 𝐵𝑐 𝑖 and 𝐵𝑟 𝑖
3: end for

Algorithm 3 is the modified path tracing and fills both a color buffer for the current plane and a re-
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projection buffer to be delivered to another plane.
Algorithm 3. Modified path tracing that is commonly used by Algorithms 2 and 5
Input: 3D objects, camera/ gaze positions, pixel position, 𝑃𝑙 , depth threshold 𝑇𝑑
𝑐
Output: Color buffer, 𝐵, for the current plane and re-projection buffers, 𝐵𝑟 𝑖 , for the next plane
1: cur_ray  generate a ray from the camera to 𝑃𝑙
2: depth  0
3: while the stop condition is not satisfied do
4: Find the nearest object hit, 𝑂𝑑𝑚𝑖𝑛 , with cur_ray
5: if 𝑂𝑑𝑚𝑖𝑛 does not exist then
6:
Fill 𝐵𝑐 [𝑃𝑙 ] with black, and break
7: end if
8: Shade the color based on the property of 𝑂𝑑𝑚𝑖𝑛 into 𝐵𝑐 [𝑃𝑙 ]
9: if depth = 0 then
10: Store the first hit point, 𝑃𝑐
11: if 𝑂𝑑𝑚𝑖𝑛 has a diffuse property then
12:
Generate a ray, next_ray, from 𝑃𝑐 to the camera of the next plane
13:
Find the hit point, 𝑃𝑟 , with Equation (5) between next_ray and the next plane
14:
if 𝑃𝑟 exists and next_ray is not blocked by other 3D objects then
15:
Store 𝑃𝑟
16:
end if
17: end if
18: if 𝑂𝑑𝑚𝑖𝑛 has the reflective property then
19:
Generate a ray, next_ray, from 𝑃𝑐 in the reflected direction
20:
Find the hit point, 𝑃𝑟𝑒𝑓𝑙 , with Equation (6) between next_ray and the next plane
21:
if 𝑃𝑟𝑒𝑓𝑙 exists and next_ray is not blocked by other 3D objects then
22:
Store 𝑃𝑟𝑒𝑓𝑙
23:
end if
24: end if
25: end if
26: if 𝑂𝑑𝑚𝑖𝑛 has the diffuse property then
27: cur_ray  generate a new ray in a random direction
28: else if 𝑂𝑑𝑚𝑖𝑛 has reflection/refraction properties then
29: cur_ray  generate a new ray in the reflection/refraction direction
30: end if
31: if depth > 𝑇𝑑 then
32: Calculate the stopping probability with Equation (7)
33: Stop the ray with 𝑃𝑑
34: end if
35: depth  depth + 1
36: end while
37: Fill 𝐵𝑐 [𝑃𝑙 ] with the shaded color
38: if either 𝑃𝑟 or 𝑃𝑟𝑒𝑓𝑙 is stored then
39: Fill 𝐵𝑟 [𝑃𝑟 or 𝑃𝑟𝑒𝑓𝑙 ] with the shaded color
40: end if

Algorithm 3 tries to find the nearest intersected object after generating a ray. If found, it generates a
ray to the second camera, finds the point of intersection with the second plane (lines 9–25), and then
stores the point for later use. The path tracing can be stopped when the stopping condition is satisfied by
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line 3 or with the probability shown in Equation (7) by line 33. When it is stopped, Algorithm 3 fills the
shaded color into the color buffer for the current plane during the loop (line 37) and stores the color buffer
for another plane in line 39.
Algorithm 4 is executed by the CPU when a plane needs to be rendered.
Algorithm 4. CPU-side algorithm that starts the GPU
Input: Color buffer, 𝐵𝑐𝑚 , merged by Algorithm 1 and color buffer, 𝐵𝑐 , by the CPU cores
Output: Pixel buffer, 𝐵𝑝 , of the current plane and color/re-projection buffer, 𝐵𝑐 /𝐵𝑟 , for the next plane
1: Check that Algorithm 1 finishes merging
2: Deliver 𝐵𝑐𝑚 to Algorithm 5
3: Deliver 𝐵𝑐 to Algorithm 5
4: Call Algorithm 5 on the GPU
5: Read 𝐵𝑝 with Algorithm 5 on the GPU
6: Signal the event that makes Algorithm 1 run

The role of Algorithm 4 is to deliver the merged color buffer and the calculated color buffers created
by the CPU cores to Algorithm 5 on the GPU and to fill the pixel buffer for the current plane and the reprojection buffers for the next plane.
Algorithm 5 is executed by the GPU, merges the color buffers from the CPU cores, fills values in the
pixel buffer of the current plane, and delivers the re-projection buffer to Algorithm 4. Algorithm 5
removes the noises as well.
Algorithm 5. GPU-side algorithm that performs the path tracing
Input: 3D objects, camera/gaze position, depth threshold, 𝑇𝑑 , merged color buffer, 𝐵𝑐𝑚 , from Algorithm 1,
𝑔
𝑔
color buffers by the CPU cores, 𝐵𝑐 , color buffer for the GPU, 𝐵𝑐 , and re-projection buffers, 𝐵𝑟
Output: Pixel buffer, 𝐵𝑝 , of the current plane and reprojection buffer, 𝐵𝑟 , of the next plane
1: Find the pixel position, 𝑃𝑙
𝑔
2: 𝐵𝑐 [𝑃𝑙 ]  𝐵𝑐𝑚 [𝑃𝑙 ]
𝑔
𝑔
3: Call Algorithm 3 with 𝐵𝑐 and 𝐵𝑟
4: for 𝑐𝑖 ∈all cores in the CPU do
𝑐

5: if 𝑐𝑖 finishes filling 𝐵𝑐 𝑖 then
𝑐
𝑔
6:
Merge 𝐵𝑐 𝑖 [𝑃𝑙 ] into 𝐵𝑐 [𝑃𝑙 ]
7: end if
8: end for
𝑔
9: Calculate 𝐵𝑝 [𝑃𝑙 ] from 𝐵𝑐 [𝑃𝑙 ]
10: if the primary ray does not intersect a reflective or refractive material then
11: if the ray is stopped early then
12: Apply the noise removal algorithm
13: end if
14: end if

4.2 Results
All the algorithms were implemented with Android Studio 3.4.2 and oogle’s VR SDK 1.1 0.0 and
ran on a Galaxy S10+ with an Exynos 9820 (2 custom cores + 2 Cortex-A75 + 2 Cortex-A55, Mali-G76
MP12 600 MHz, and 8 GB memory). The device uses Android 9.0 (Pie) as the platform and supports
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OpenCL [27] for the GPGPU acceleration. OpenCL was used to run Algorithm 5 on the GPU, and KDtree was used to accelerate the intersection tests. As a noise removal algorithm, this study used the Median
filter, which chooses a median value of 8 neighboring pixels, because it is widely used and it shows a
good effect in the test cases.
The rendered scenes included the Cornell box scene with five planes, one cube, one table, two triangles
as lights, and two spheres with reflective and refractive properties as the default. The ant, teapot, bunny,
monkey, and knot models were also included. The numbers of points, spheres, and triangles are listed in
Table 1.
Table 1. Detailed information of the rendered models
Model

Points

Spheres/Triangles

Teapot on a table

9

Ant on a table

2982

2/322
2/994

unny on a table

3090

2/1030

Monkey on a table

31 3

2/10 1

Knot on a table

804

2/2 82

Because an eye-tracking device is not yet available for mobile devices, and the user cannot touch a
mobile device within the mobile HMD, it was assumed that the user always concentrates on the center of
the plane. However, the algorithm allows the gaze position to be changed at any time.
For the implementation of the algorithms, the SmallPTGPU [28] is used. It is an open-source project
that implements the path tracer on the desktop with the OpenCL, and it was significantly modified for
the mobile VR. To increase understandability of the performance data and the figures in this section, a
result video is created. Please refer to the accompanying video (https://youtu.be/ekytN5CvGAE).

4.2.1 CPU utilization
To check whether the suggested algorithms use the heterogeneous cores fully within the mobile CPU,
the CPU usage was profiled with the Android Studio while running the algorithms described in Section
4.1. Fig. 3 shows the profiled results without and with the proposed algorithms.
As shown in Fig. 3, when the proposed algorithms are used, the mobile CPU is utilized more. In Section
3.1, the core 1 is designated to merge the previous results and initiate the GPU. The proposed algorithms
also use the other CPU cores to trace additional rays. By applying these algorithms, the proposed
algorithms increased the CPU utilization from approximately 13% to 80% on average.
(a)

(b)

Fig. 3. Profiled CPU utilization while running path tracing without/with the proposed algorithms
that use heterogeneous cores at the same time: (a) is profiled without the proposed algorithms for
the heterogeneous cores and (b) is profiled with them.
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4.2.2 Rendering quality
The path tracing and the suggested algorithms were executed while increasing the x position by 5 pixels
and rendering for a 640×480-pixel plane, as shown in Fig. 4. 1.0 was set as the depth threshold for
Algorithms 3 and 0.9 was used as the maximum probability, 𝑃𝑚𝑎𝑥 , for the stop condition in Equation (7)
heuristically. These results were obtained after sampling 100 times. The image on the left is the results
of the VR display obtained by unmodified path tracing, while those on the right are the results with the
proposed algorithms. Fig. 4 shows that the algorithms improve the rendering quality thanks to the extra
samplings from another plane and the additional samplings by the CPU cores; as a result, it provides a
more converged result even at the same sampling rate.

(a)

(b)

Fig. 4. Rendering comparisons after 100 samples: the results obtained by the original path tracing (a)
and the proposed algorithms (b). Rendering with the proposed algorithms produced more converged
results and less noise with the same sampling count.
The reduced noise is illustrated in Fig. 5, which is a magnification of Fig. 4. The images on the left of
the figures are also those with the path tracing, while those on the right are with the suggested algorithms.
In Fig. 5, the ray terminates early, but the filtering algorithm removes any noise with high probability.
As a result, more noise is removed, and the rendering quality is improved.
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(a)

(b)

Fig. 5. The results obtained by path tracing (a) and the proposed algorithm (b). The rendering with the
proposed algorithms produced less noise and more sampling.
Besides the image comparison, the mean square error (MSE) and the structural similarity index (SSIM)
were measured. These metrics are widely used to measure the performance of noise removal. After
running the path tracing 100 times, the resulting image was used as a ground-truth. The image was
compared with the image that runs the path tracing once with/without the proposed algorithms. The
results are summarized in Table 2.
In Table 2, the proposed algorithms decrease noises by 7.05% and increase similarities by 39.06% on
average when compared with the ground-truth image. In all cases, the proposed algorithms improve
quality by additional samplings, re-projection, and noise removal.
Table 2. Noise removal/similarity with and without the algorithms
Scene

Path tracing

Proposed algorithms

Percentage increase (%)

MSE

SSIM

MSE

SSIM

MSE

SSIM

Teapot

21 . 2

0.13

1994.4

0.18

.

38.4

Ant

2141.2

0.13

19 1.10

0.18

.9

38.4

unny

2139.19

0.13

1999.1

0.18

.

38.4

Monkey

22 9.04

0.12

2124.44

0.1

.3

41.

Knot

2181.4

0.13

2031. 4

0.18

.8

38.4

4.2.3 Rendering performance
Rendering performance was also measured. Path tracing and the proposed algorithms were executed
100 times, the averages of which are listed in Table 3.
Table 3 shows that the algorithms improve the rendering performance in all cases, with the average
improvement being 14.69%. The proposed algorithms improve performance through the early
termination of rays based on the gaze position, even with noise removal.
Table 3. Performance results with and without the algorithms
Scene

Path tracing (ms)

Proposed algorithms (ms)

Percentage increase (%)

Teapot

23 .00

210.39

10.8

Ant

328.9

293. 3

10. 1

330.

2 4.12

1 .0

3 9. 3

329.0

13.34

09.9

4 8.82

21.

unny
Monkey
Knot

5. Conclusion
This paper presents novel and practical algorithms for global illumination on mobile devices. The
algorithms exploit the next points: VR needs to render 3D objects at only slightly different camera
positions two times; users' sensitivity to color and brightness decrease around the gaze point; the recent
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mobile devices have CPU with heterogeneous cores and GPU. The proposed algorithms were verified on
real mobile devices, and the results show that the CPU was utilized up to approximately 80%, rendering
performance was improved by 14.69% with 39.06% similarity to the ground-truth image, and there was
7.05% less noise at the initial sampling.
However, current researches have the following drawbacks: it will be necessary to conduct further
experiments with devices with an eye-tracking capability, as well as user studies with various filtering
algorithms to verify their practicality. Furthermore, it will be necessary to verify the proposed algorithms
on recent dedicated devices such as Oculus Quest. Finally, another issue is that more research will be
required to improve the performance of path tracing on mobile devices. The authors of this study plan to
address these issues at a later date when mobile-based eye-tracking devices for virtual reality become
available.
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